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o Elastic Attention : F:[F] 3= S48 H MG B IE NV IE RIS, SCINANE Attention Head FZIASFRBIHRE A IC, FEARUEIA
LR R o e B PR TS . #HEE MoBA  (Kimi FIFA) #0 InfLLM v2 (EEEERE) 7%, SEMERMNKE-TERERE,
12 TAEHE Qwen BIRATESGHTI 5% 1 %124 Per-Head Selection 735 1C5E T.1F .

o Flux Attention : #2H! Layer-wise Hybrid Attention 2244, AUt Elastic Attention s)ZSHiHiHr K Y Memory Fragmentation
(A8, SEIR Prefill 5 Decode MM B4 —1tft, #HBERERSRA 2.7x.

SREEE (FE N TR B SR A A AR ) 2024.11 - 2025.6

e CaliDrop : £ Offline KV Storage + Query-aware Calibration fEZ2 | FEM} ¥ KV Cache FE4s MKE 1H A5, tHEL SnapKV
(Princeton University FIBAfRH) K ETNHEBERERSEA 13.03%.

o OTT : #Zi Outlier Token Tracing (OTT) J7¥k, B XA/ g4 Token 2N KV Cache AL ST firfiiist, FEEfE
T B AR S 0- B 59 Token, BEFETHIRILEFGHLRE L. 7 2-bit KV Cache 2L T2 E#E# KIVI (CMU EIPARH)
EXRAE FTURS 64x NEERES 2.3 HESFUHIEFH,
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e Meta-Infer : T8 [f] SAGHNTHGE 7 B AV R Pt RE A RIBRIHE RS | 4. 2 5 NZANY AT IS BEER. TS5 EE
S T7 10 BT BARAL T AETC 1A 5 A 8 & PCle-Only 3135 | % DeepSeek-V4.1-Flash % A7 1,932 #2712
13,274 tok/s (6.87x), FH3ZHF IM BHE R 3C MR BCRIR 8 FL L iiE
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e LOOM-Scope : JF& T HT2H G LN CRIBF AR P s RIFIHR T & Fhan i &Y HE I8 0 i 4E 42
(VLLM. SGLang R &KHEBMEAE), R 1 iZiHAHELLR sl A S5 Rt

o LongRM : HRARITEIE (RM) 7EAFRAS SCAS AN A _E N SGA AR 80T Bn-5 1 E IAL I s Y A
TEJRIRYE , NS EL R AL FR AL T B e S 258 Wi .
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e Flux Attention: Context-Aware Hybrid Attention for Efficient LLMs Inference NeurlIPS 2026 (CCF A)
Quantong Qiu, Zhiyi Hong, Yi Yang, Haitian Wang, Kebin Liu, Qingqing Dang, Juntao Li, Min Zhang

e Elastic Attention: Test-time Adaptive Sparsity Ratios for Efficient Transformers ICML 2026 Main (CCF A)
Zecheng Tang*, Quantong Qiu*, Yi Yang, Zhiyi Hong, Haiya Xiang, Kebin Liu, Qingqing Dang, Juntao Li, Min Zhang

e MMLongEmbed: Benchmarking Multimodal Embedding Models in Long-Context Scenarios EMNLP 2026 Main (CCF B)
Haitian Wang, Ruoxi Sun, Quantong Qiu, Juntao Li, Junhui Li, Hua Chen, Jinxiong Chang, Min Zhang

e OTT: Accurate KV Cache Quantization with Outlier Tokens Tracing ACL 2025 Long (CCF A)
Yi Su*, Yuechi Zhou*, Quantong Qiu, Juntao Li, Qingrong Xia, Ping Li, Xinyu Duan, Zhefeng Wang, Min Zhang

e Mechanistic Insights into Functional Sparsity in Multimodal LLMs via CoRe Heads Preprint
Ruoxi Sun, Quantong Qiu, Juntao Li, Zecheng Tang, Yihang Lou, Min Zhang

e Recovering Semantic Loss in Extreme KV Cache Compression via Query-Based Calibration Preprint
Quantong Qiu, Yi Su, Yuechi Zhou, Qingrong Xia, Ping Li, Xinyu Duan, Zhefeng Wang, Juntao Li, Min Zhang

o LOOM-Scope: A Comprehensive and Efficient Long-Context Model Evaluation Framework Preprint
Zecheng Tang, Haitian Wang, Quantong Qiu, Baibei Ji, Ruoxi Sun, Keyan Zhou, Juntao Li, Min Zhang

o LongRM: Revealing and Unlocking the Context Boundary of Reward Modeling Preprint

Zecheng Tang*, Baibei Ji*, Quantong Qiu, Haitian Wang, Xiaobo Liang, Juntao Li, Min Zhang
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